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PROFESSIONAL SUMMARY

AI Engineer with over 12 years of experience in developing and deploying machine learning solutions across healthcare, marketing, and financial services. Proven track record of leveraging data science and AI to drive business value—such as reducing hospital readmissions, boosting customer engagement, and optimizing risk models. Hands-on expertise in Python, TensorFlow, scikit-learn, and NLP (Hugging Face Transformers), with extensive experience deploying models on AWS (SageMaker, Lambda, etc.) and optimizing end-to-end ML pipelines. Adept at MLOps best practices, model deployment, and cross-functional collaboration, with a passion for translating complex data problems into impactful AI solutions.

· Experienced in integrating Google Cloud LLMs and building search pipelines using Google Vector Search and hybrid search methodologies.
· Proven track record of collaborating with data scientists, data engineers, and DevOps teams to build and deploy ML models using AWS SageMaker in hybrid environments.
· Skilled in SageMaker Pipelines, model monitoring, fine-tuning LLMs, and implementing CI/CD workflows for robust MLOps solutions.
· Proficient in Explainable AI (XAI) and production-ready LLM customization for agentic systems.
· Strong hands-on knowledge in Python, PyTorch, TensorFlow, Keras, and NLP frameworks like SpaCy, NLTK, Hugging Face Transformers.
· Deep implementation experience in GPT, LLaMA, Claude, BERT, RoBERTa, and LangChain, with expertise in Vector Databases, LoRA, RAG, PEFT, and Knowledge Graphs.
· Well-versed in AWS cloud ecosystem (SageMaker, EC2, Lambda, EMR, S3) with strong experience in Jupyter Notebooks, agentic programming, and building AI solutions such as GraphRAG, Chain of Thought (CoT), and Tree of Thought (ToT).
· Expert in processing structured/unstructured data, deploying models to production, and delivering high-impact AI/ML solutions using advanced data science toolkits.
· Proficient in SQL, Spark, Linux, Git/GitHub, and tools such as Tableau, QuickSight, and Kibana.
· 8+ years of hands-on experience and industry knowledge in Artificial Intelligence, Machine Learning, Statistical Modeling, Deep Learning, Data Analytics, Data Modeling, Data Mining, Text Mining, NLP, and Business Intelligence.
· Experience with analytics models including Decision Trees, Linear & Logistic Regression, Hadoop (Hive, Pig), R, Python, Spark, Scala, MS Excel, SQL, PostgreSQL, and Erwin.
· Strong knowledge in all phases of the SDLC (Agile/Scrum) from analysis and design to development, testing, and maintenance.
· Designed and implemented Agentic AI architectures using LangChain and multi-agent orchestration frameworks.
· Led end-to-end AI Proof of Concepts (POCs) from ideation to production deployment.
· Architected scalable ML systems with Docker, Kubernetes (EKS), and CI/CD pipelines for enterprise-grade deployments.
· Experience designing cloud-native AI solutions on AWS and Azure, including GPU-based inference workloads.
· Implemented model drift detection, retraining strategies, and production monitoring frameworksGuided teams through internal AI governance, risk, and compliance review processes, ensuring adherence to responsible AI principles, regulatory requirements, and enterprise standards.
· Prepared and reviewed governance artifacts including model documentation, explainability reports, data lineage, bias assessments, and risk mitigation plans for regulated AI deployments.
· Partnered with legal, compliance, and security teams to proactively address ethical AI concerns, data privacy, and model risk prior to production approvals.Knowledgeable in deep learning algorithms such as ANN, CNN, RNN, LSTM, and speech recognition using TensorFlow.
· Skilled in Python scripting, NumPy, Matplotlib, and Pandas for organizing and visualizing data.
· Familiar with reinforcement learning, transfer learning, and data augmentation using GANs.
· Strong statistical analysis skills including T-tests, ANOVA, ROC/AUC, Precision, Recall, and Confidence Intervals.
· Knowledge of NLP techniques and time series forecasting using ARIMA in Python and R.
· Experienced in building models with TensorFlow, PyTorch, and Keras for deep learning applications.
· Developed AI solutions for image identification, stock price prediction, recommendation systems, and image captioning using CNN, RNN, and autoencoder architectures.
· Adept at building interactive dashboards and dynamic reports using Tableau, Power BI, and R Shiny.
· Successfully delivers projects in fast-paced, collaborative, and independent work environments.

TECHNICAL SKILLS

Programming Languages:			Python, SQL, R, Java, C++, Scala
Statistical Methods & Data Analysis:	Statistical Inference, Hypothesis Testing, ANOVA, Chi-Square, Regression Analysis, Time Series Forecasting, Sampling Techniques, Correlation Analysis, Experimental Design, Model Evaluation Metrics (Precision, Recall, ROC-AUC)
Artificial Intelligence / Machine Learning:	Supervised & Unsupervised Learning, Ensemble Methods (Random Forest, XGBoost, LightGBM), SVM, Clustering (K-Means, Hierarchical), Dimensionality Reduction (PCA, t-SNE), Hyperparameter Tuning, Feature Engineering, Recommendation Systems, Explainable AI (SHAP, LIME),
Natural Language Processing (NLP):	Text Preprocessing, TF-IDF, Word Embeddings (Word2Vec, GloVe, FastText), Transformer Models (BERT, GPT, T5, LLaMA), NER, Sentiment Analysis, Summarization, Question Answering, LangChain, Hugging Face Transformers, SpaCy, NLTK
Deep Learning & Generative AI:	ANN, CNN, RNN, LSTM, GRU, Transfer Learning (VGG, ResNet, Inception), Attention Mechanisms, Object Detection (YOLO, Faster R-CNN), GANs, Diffusion Models, RAG, LoRA, QLoRA, Vector Databases (FAISS, Pinecone, Chroma, Google Vector Search)
Big Data & Data Engineering:	Apache Spark, Hadoop, Hive, Kafka, Snowflake, Delta Lake, Data Warehousing (Star Schema, Snowflake Schema), Data Modeling
MLOps & LLMOps:		CI/CD for ML, ML Pipelines (MLflow, Airflow, Kubeflow), Containerization (Docker), Orchestration (Kubernetes), Model Monitoring, Model Versioning, Model Deployment (REST API, Batch), Feature Stores, Experiment Tracking, Data Versioning (DVC)
Cloud Platforms:		AWS (SageMaker, Bedrock, EC2, S3, Lambda, EMR, Glue, QuickSight, Athena, API Gateway, Rekognition), Google Cloud (Vertex AI, AI Platform), Azure AI
Databases:					MySQL, PostgreSQL, MongoDB, SQL Server, Redshift
Visualization & BI Tools:			Tableau, Power BI, QuickSight, Kibana, Matplotlib, Seaborn
Tools & Technologies:	Git, GitHub, GitLab, VS Code, Jupyter Notebook, Google Colab, Terraform, Linux/Unix Command Line, Bash Scripting, REST API

PROFESSIONAL EXPERIENCES

Client: Harman, Chicago, IL	                                                           		                                     Aug 2024 - Present
Role: AI Engineer 					
Responsibilities:
· Led the design of machine learning solutions for remote patient monitoring, analyzing data from wearable devices and EHR records to predict health deterioration and enable early interventions.
· Developed and deployed a real-time patient risk scoring model that reduced 30-day hospital readmissions by approximately 25% through proactive alerts to clinicians.
· Implemented an anomaly detection algorithm for streaming vital-sign data (heart rate, blood pressure) to automatically flag out-of-range readings and trigger immediate follow-ups, improving patient safety.
· Fine-tuned a BERT-based NLP model using Hugging Face Transformers to summarize patient-provider telehealth transcripts, reducing manual documentation effort by 30%.
· Engineered robust data preprocessing pipelines for clinical and sensor data (cleaning, normalization, feature engineering) to enable training of high-accuracy predictive models.
· Collaborated with healthcare domain experts to identify key risk factors for chronic conditions and incorporate domain knowledge into model features for improved predictive power.
· Utilized TensorFlow to develop deep learning models forecasting hospital admission risk based on longitudinal patient data, achieving an AUC of 0.85 in validation.
· Built and automated an MLOps pipeline using AWS SageMaker Pipelines and AWS Lambda for scheduled model retraining and deployment, reducing model update time from weeks to days.
· Led technical execution of complex AI/ML projects from design through production deployment, coordinating work across data science, data engineering, DevOps, and clinical stakeholders.
· Owned sprint planning, backlog prioritization, and technical delivery for AI initiatives using Agile methodologies.
· Mentored junior and mid-level AI engineers, providing ongoing feedback, code reviews, and guidance on MLOps and production ML best practices.
· Designed end-to-end AI solution architecture integrating streaming data, ML models, and LLM-based summarization systems.
· Led architecture discussions and provided technical design documents for AI initiatives.
· Implemented RAG-based knowledge retrieval system for healthcare document intelligence.
· Designed scalable containerized ML deployment using Docker + EKS.
· Established model governance and monitoring framework aligned with HIPAA and Responsible AI principles.
· Evaluated and selected appropriate ML frameworks and cloud services based on scalability and compliance needs.Applied feature importance analysis and SHAP values to provide clinicians with explainable AI insights into model decision-making, enhancing trust and adoption of AI tools.
· Ensured compliance with HIPAA and data security standards by implementing data encryption, access controls, and de-identification techniques throughout the ML pipeline.
· Partnered with DevOps and data engineering teams to containerize models with Docker and deploy them on AWS EKS for scaling to larger patient populations.
· Employed NLP techniques (spaCy, NLTK) to extract medical entities and symptoms from unstructured patient feedback, enriching the dataset for comprehensive outcome analysis.
· Built a personalized patient engagement recommendation engine using collaborative filtering to suggest health tips and check-ins, improving patient adherence to care plans.
· Created interactive dashboards with Amazon QuickSight to visualize model outputs and patient risk profiles for clinicians, enabling data-driven decision making in care management.
· Developed a real-time alerting system with AWS SNS notifications to immediately inform providers when a patient’s risk score crosses a critical threshold.
· Reduced model inference latency by 30% by optimizing code, utilizing batch processing for concurrent predictions, and leveraging AWS Lambda for on-demand compute scaling.
· Conducted A/B tests on model updates and new features, analyzing outcomes to continuously improve predictive accuracy while minimizing false positives.
· Integrated external health datasets (e.g., public health statistics via APIs) to enrich model features, providing broader context and improving prediction robustness.
· Mentored a team of junior data scientists, providing code reviews and training on machine learning best practices and MLOps tools, which elevated team productivity.
· Automated model evaluation reports and compliance documentation using Python, saving 10+ hours per month and ensuring consistent reporting to stakeholders.
· Introduced version control for data and models (using DVC and MLflow) to ensure reproducibility and traceability of experiments and results.
· Designed a pipeline for periodic model retraining on new patient data to maintain accuracy over time, implementing automatic retraining triggers when data drift is detected.
· Worked closely with product managers and healthcare stakeholders to translate clinical requirements into technical solutions, ensuring AI models address real-world patient needs.
· Applied time-series forecasting (Prophet) to predict patient health metric trends, allowing clinicians to intervene early on worsening indicators.
· Utilized Apache Spark for distributed processing of large health datasets (millions of records), cutting data preparation time by 40% and enabling timely model training.
· Pioneered the use of transfer learning in the team by fine-tuning pre-trained models (e.g., BioBERT) on specific healthcare datasets, accelerating development and boosting model performance.
· Maintained thorough documentation of models, data schemas, and processes, ensuring knowledge transfer and readiness for regulatory audits.
Environment: Python, TensorFlow, scikit-learn, Pandas, NumPy, AWS (SageMaker, EC2, S3, Lambda, Glue, CloudWatch, SNS), Docker, MLflow, DVC, Apache Spark, XGBoost, Hugging Face Transformers, spaCy, NLTK, Prophet, Jenkins, Git, QuickSight, Healthcare Data (HIPAA-compliant)


Client: Amdocs, NYC, NY		 							          Dec 2021-Jul 2024
Title: AI Engineer					
Responsibilities:
· Developed and deployed machine learning models to enhance audience engagement on a SaaS customer data platform, including predictive analytics for subscriber churn, content recommendations, and customer segmentation.
· Built a churn prediction model with Python and scikit-learn that identified at-risk subscribers with 85% accuracy, enabling targeted retention campaigns and reducing churn by 10%.
· Designed a collaborative filtering recommendation system to personalize content and email newsletters, resulting in a 15% increase in user click-through rates.
· Conducted extensive data exploration and feature engineering on marketing datasets (web analytics, email engagement, demographics) to uncover key behavioral indicators for customer conversion and retention.
· Performed customer segmentation using clustering algorithms (K-Means, DBSCAN) to group millions of users into distinct audience segments, allowing marketing teams to tailor strategies for each group.
· Leveraged NLP techniques to analyze and categorize free-text customer feedback and survey responses, using spaCy and Hugging Face Transformers to extract sentiment and key themes for product improvement insights.
· Trained a sentiment analysis model to classify social media and email feedback, providing real-time brand sentiment insights that informed content strategy adjustments.
· Automated data pipelines using Python (Pandas) and SQL to ingest, clean, and aggregate daily user engagement data from multiple sources into a centralized data warehouse.
· Leveraged AWS SageMaker to orchestrate training jobs and deploy machine learning models as APIs within the Omeda platform, enabling real-time personalization features for clients.
· Deployed trained models in production using Docker containers on AWS ECS, ensuring scalable and reliable serving of recommendations and predictions to the platform’s users.
· Set up an A/B testing framework to evaluate the impact of model-driven features (like recommendations) on user engagement metrics, and iterated on models based on test results.
· Collaborated with software engineers to integrate machine learning outputs into the core platform via RESTful APIs and microservices, ensuring seamless delivery of data science features to end-users.
· Optimized model performance through hyperparameter tuning and cross-validation, improving precision and recall of lead scoring algorithms by 12%.
· Analyzed campaign performance data and user behavior patterns to develop predictive lead scoring models, helping the sales team prioritize high-potential leads and increasing conversion rates by 8%.
· Developed interactive dashboards in Tableau and Power BI to communicate data science insights and model performance to non-technical stakeholders, facilitating data-driven marketing decisions.
· Introduced advanced ML algorithms (e.g., XGBoost, Random Forest) for marketing analytics, which outperformed existing baseline models and improved prediction accuracy by 20%.
· Created an NLP pipeline for topic modeling on website content and user interactions, uncovering trending topics and content preferences that guided editorial and marketing strategy.
· Integrated third-party data sources (Google Analytics, CRM data, social media metrics) to enrich customer profiles, resulting in more comprehensive features for modeling and better customer insights.
· Applied time-series forecasting (FB Prophet) to predict email campaign engagement and optimize send times, contributing to a 5% increase in email open rates.
· Established best practices for code versioning, documentation, and experiment tracking (using Git and MLflow), improving team collaboration and reproducibility of results.
· Mentored junior data analysts in the use of Python, SQL, and machine learning techniques, fostering a data-driven culture and upgrading the overall skill set of the analytics team.
· Worked closely with product managers to define data-driven features and translate business requirements into machine learning solutions, ensuring alignment of analytics projects with business goals.
· Performed data cleaning, outlier detection, and imputation on large marketing datasets, improving data quality and model reliability by removing anomalies and inaccuracies.
· Employed feature selection techniques (Lasso regression, Random Forest feature importances) to identify the most predictive attributes for customer behavior models, simplifying models and avoiding overfitting.
· Monitored and recalibrated models on a regular schedule, retraining on fresh data quarterly to maintain accuracy as user behavior evolved over time.
· Developed a content recommendation engine using NLP embeddings to match users with relevant content, boosting page views per user session by 10%.
· Utilized Apache Spark for distributed processing of large-scale event and engagement data, accelerating data preparation tasks by 5x and enabling timely model updates.
· Saved 20+ hours per month by automating routine analysis tasks and report generation with Python and scheduling jobs (Airflow), allowing the team to focus on advanced analytics.
· Maintained comprehensive documentation of data science projects, models, and API integrations, ensuring maintainability and knowledge transfer within the team.
Environment: Python, Pandas, NumPy, TensorFlow, Hugging Face Transformers, SQL (MySQL/Oracle), AWS (SageMaker, EC2, S3, ECS), Docker, MLflow, Apache Spark, Tableau, Power BI, Airflow, Git, Marketing & Web Analytics Data

Client: Omeda Communications Inc, Chicago, IL							       Dec 2017-OCT 2021
Title: Data Scientist						
[bookmark: _heading=h.6o9ghfyulbq7]Responsibilities:
· [bookmark: _heading=h.vby9eyvrbh3r]Analyzed large datasets of product telemetry and customer usage data to identify trends and insights, influencing product development and marketing strategies with data-driven recommendations.
· Developed and maintained interactive Power BI dashboards to track key product performance indicators, providing leadership with real-time visibility into usage metrics and feature adoption.
· Wrote complex SQL queries to extract and join data from enterprise databases (SQL Server, Azure SQL Data Warehouse), ensuring accurate data retrieval for analytics and reporting.
· Performed data cleansing and transformation using Python (Pandas) and Excel, improving data quality by resolving inconsistencies and preparing datasets for analysis.
· Conducted statistical analysis and A/B test evaluations on new product features, quantifying the impact on user engagement and guiding decision-making for feature rollouts.
· Automated weekly and monthly performance reports using Python scripts and scheduled tasks, cutting manual reporting time by 50% and reducing the potential for human error.
· Provided deep-dive analyses into customer segmentation and behavior, identifying patterns and opportunities (e.g., upsell or retention prospects) that informed targeted business strategies.
· Collaborated with cross-functional teams (product managers, engineers, marketing) to define success metrics and data requirements for product initiatives, ensuring alignment on goals and measurement.
· Created Excel macro tools and Power Query workflows to enable non-technical team members to generate custom reports, empowering departments to access data insights on demand.
· Optimized database query performance by adding indexes and refining query logic, reducing average data retrieval time from 15 seconds to 5 seconds in critical reports.
· Visualized complex data sets using charts and graphs in Power BI and Excel, making it easier for stakeholders to understand trends and performance at a glance.
· Implemented data validation and quality assurance processes for reporting pipelines, maintaining 99% accuracy in dashboards and reports through rigorous testing and monitoring.
· Assisted in forecasting product usage and revenue trends using time-series models and regression analysis, improving planning accuracy for product roadmaps and sales projections.
· Performed root-cause analysis on anomalies in key metrics (e.g., sudden usage spikes or drops), presenting findings and recommendations to help teams address underlying issues.
· Liaised with data engineering teams to define requirements for new data pipelines and data warehouse improvements, ensuring the analytics team had access to all necessary data.
· Participated in designing a centralized data mart by providing input on data schema and integration of multiple sources, which streamlined data access for the analytics team.
· Earned a reputation for quickly turning around ad-hoc data requests into insightful analysis, supporting various departments with timely, data-backed decisions under tight deadlines.
· Maintained thorough documentation of data sources, definitions, and report logic, improving knowledge sharing and continuity within the analytics team.
· Actively learned and experimented with new analytical tools and techniques (e.g., exploring advanced Excel functions, Python libraries, and Tableau), laying the groundwork for transition into advanced data science responsibilities.
Environment: SQL (T-SQL, Azure SQL), Excel, Power BI, Python, Pandas, Tableau, Azure Data Lake, Azure Data Warehouse, Power Query, Windows

Client: Walmart										       Mar 2015-Nov 2017
Title: Data Analyst						
Responsibilities:
· Conversion of extreme level design specifications to detailed technical, functional specifications and interacted with business users for gathering requirements for Tableau Workbooks and Dashboards.
· Developed report automation processes using Tableau to improve turnaround time and reporting capabilities.
· Provided advice and support in the usage of healthcare data within the product portfolio, and provided expert subject-matter support to product design and development initiatives
· Designed, coded, and implemented SAS code for analytic studies to fulfill internal and external client requests, maintained, evaluated, and reported on recurring analytic studies. Performed data hygiene and created data validation programs
· Performing the analyses of health care data, including medical and pharmacy claims, membership files and health advisory/coaching
· Consolidated data in a cross functional env from multiple data sources (i.e., membership, claims/encounters, pharmacy, lab, radiology) to create ad hoc reports to support large group proposals
· Worked on editing data connections and changing data sources in Tableau
· Specialized in analyzing and editing metadata (dimensions and measures) and saving data sources.
· Created worksheets by creating join/data blending, custom SQL, and data source filters.
· Visualized data by creating Charts and Graphs (bar graphs, line charts, pie charts, Tree maps, Bubble Charts, Waterfall Charts, Bump Charts, Funnel Charts, Bollinger Charts) based on client’s need.
Environment: SQL, Python, Tableau, Hive, SAS, Pig, MS Office, Ms Excel, Windows.

Client: Goldman Sachs, Dallas, TX								        Feb 2014-Feb 2015
Title: SQL/ETL Developer
Responsibilities:
· Collected, analyzed, and reported on financial and customer data, delivering insights on metrics such as revenue growth, expense trends, and loan portfolio performance to support strategic decision-making.
· Prepared and automated weekly/monthly financial reports for senior management using Excel and SQL, improving report turnaround time by 30% and ensuring accuracy in critical business metrics.
· Conducted detailed trend analysis on customer transaction data to identify patterns in product usage and customer behavior, revealing opportunities for cross-selling and targeted marketing campaigns.
· Created interactive dashboards in Tableau to visualize branch performance and customer demographics, enabling leadership to quickly assess regional metrics and identify areas for improvement.
· Utilized SQL (Oracle, Teradata) to query millions of transaction records in data warehouses for ad-hoc analyses, optimizing query performance through indexing and efficient query design.
· Performed variance analysis of actual vs. forecasted figures, providing explanations for deviations that informed budgeting and financial planning processes.
· Collaborated with the risk management team to analyze credit risk and delinquency data, contributing to data-driven risk assessments and supporting regulatory compliance reporting.
· Developed predictive models in SAS to forecast loan default rates, helping the bank identify high-risk segments and refine its risk mitigation strategies.
· Streamlined data cleaning and consolidation by creating Excel macros and ETL scripts, reducing manual processing time and minimizing errors in data preparation.
· Ensured strict adherence to data governance and security protocols when handling sensitive financial information, maintaining compliance with corporate and regulatory standards (e.g., SOX, GDPR).
· Provided insights for new digital banking initiatives by analyzing online banking usage data, influencing the design of features that improved customer engagement and satisfaction.
· Coordinated with database administrators and IT teams to define requirements for new data warehouse tables and data pipelines, expanding the scope and efficiency of analytics capabilities.
· Presented analysis findings and visualizations to stakeholders in marketing and operations, clearly communicating complex data trends and influencing strategic actions.
· Recognized by management for an in-depth cost analysis project that uncovered process efficiencies and potential savings of over $1M, demonstrating the value of analytics in operational optimization.
· Built a strong foundation in data analysis and statistical methods (e.g., regression, hypothesis testing) during this role, which enabled a successful transition into advanced analytics and machine learning positions in later years.
Environment: SQL (Oracle, Teradata), MS Excel, Tableau, SAS, R, Hive, Pig, MS Office, Windows

EDUCATION
· Master of Science in Computer Science – University of Illinois Springfield, IL, USA
· Bachelor of Engineering in Computer Science and Engineering – VIT Vellore, India

CERTIFICATIONS
· Certified with Machine Learning with Python
· Certified with Machine Learning with R
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